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Abstract

Visual tracking is one of the fundamental problems in
computer vision. The pose of an object extracted through
consecutive frames has a variety of applications ranging
from robot navigation to camera based man-machine inter-
faces. In this paper we examine the use of Active Appear-
ance Models(AAM) for the task of visual tracking. The orig-
inal Active Appearance Model is limited to have all points
of the model visible in all frames. We introduce a notion of
visibility uncertainty for the points in the AAM, removing
the above limitation and therefore allowing the object to
contain self-occlusions. The visibility uncertainty is easily
integrated into the existing AAM framework, keeping model
initialization time to a minimum. We have experiments illus-
trating that the extension allow AAMs to track through self
occlusions at near real-time.

1. Introduction

Visual tracking is the process of retrieving an object’s
pose in consecutive frames of a video stream. Reliable vi-
sual tracking can be complicated by the environment and/or
by the properties of the object itself. When the object is
rigid, such as a machined part on a construction line, a 3D
model based tracking may be adequate, but in the case of
non-rigid objects, such as the human face, a rigid 3D model
is no longer appropriate. Other objects in the scene may
complicate tracking, for example when the desired object
becomes occluded by another object. Light changes in the
environment alone can cause significant change in the im-
age of an object. Furthermore, visual tracking is commonly
used in real-time systems, so the results of the tracking pro-
cess need to be computed at frame rate, hence the track-
ing algorithm needs to be computationally efficient. Ideally,
a general solution to visual tracking needs to be fast, capa-
ble of tracking non-rigid objects and robust to environmen-
tal effects. This work seeks to investigate and extend the
Active Appearance Model, a model capable of accomplish-
ing these demanding requirements.

Many methods have been described in the literature for
visual tracking, ranging from model-based trackers that re-
quire precise a-priori object models, image-based trackers,
which rely on the 2D image signature of a surface patch, to
simple feature (e.g. color or edge) trackers.

Model based tracking utilizes a CAD model of the object
to be tracked which is re-projected and compared to the cur-
rent image. Image features, such as edges are used to guide
the search of model parameters. These methods are typi-
cally application specific, and relying on a model can also
be used to track articulated objects [13]. Image-based SSD
tracking instead obtains a 2D image signature of the object
to be tracked. These methods require no prior knowledge of
the object to be tracked. Hager and Belhumeur propose an
efficient image based method for video rate tracking of pla-
nar patches [7]. Black and Jepson introduced eigentracking,
in which a statistical model of the intensity variation accom-
panied with a transform in the image plane [2]. The combi-
nation of a transform with a statistical model allows their al-
gorithm to track objects through multiple views. The Con-
densation algorithm proposed by Isard et al. [8, 9] uses a
Monte Carlo sampling to find the most likely pose of the
object. The algorithm was originally described for tracking
curves, but it could be easily extended to other representa-
tions.

The inspiration source for our tracking algorithm is Ac-
tive Appearance Models. These were introduced by Cootes
et al. [5, 3, 6] for recognizing objects in images based on
a statistical description of a training set of images. In this
context, the AAM would be trained on several images of
the desired object. For example, in the case of face recogni-
tion, the model would be trained on several images of dif-
ferent people, with varying facial expressions. After the sta-
tistical analysis, the model can then be fit to a new unseen
sample. The statistical analysis in AAM is similar to that
of Eigentracking, but the object is no longer confined to be-
ing a rectangular template. The ability of the AAM to match
a new image given a rough estimate allows for it to easily
be extended to visual tracking, and recently some initial re-
sults on AAM for tracking have been published [12].

Although all the above algorithms attempt to solve the
tracking problem, they do so with very different object rep-



resentations, ranging from simple curves to entire 3D mod-
els. The choice of object representation may simplify the
tracking process, but it also limits the knowledge available
for tracking. The Active Appearance Model encodes both
shape and texture variation so it seems like a very promis-
ing representation for tracking.

Unfortunately the Active Appearance Model has some
drawbacks: the model is hard to initialize, requiring many
points labeled in many images; all object points must be vis-
ible in all views of the training(no self occlusion); and the
AAM does not model light changes unless they are incor-
porated into the basis. Walker et al. [14] and Baker et al. [1]
provide solutions to help automate the initialization. For ex-
ample in [14], the most notable features are extracted based
on a uniqueness measure in the first image, and with the as-
sumption that they do not move drastically from one frame
to the next, they are located in the following frames. Cootes
et al. attempt to solve the self occlusion problem by using
multiple appearance models [4], where the most appropri-
ate model is chosen to fit the current frame. A suggestion
to handle global lighting changes by normalizing the input
images is made in [5], but no work has been done to han-
dle other lighting effects. The focus of this paper is to:� apply Active Appearance Models to tracking� incorporate a notion of visibility into the model to al-

low self occluding objects� develop a real-time implementation of the Active Ap-
pearance Model and the aforementioned extension

Here we first describe the Active Appearance model and the
search procedure used to fit the model to an image as they
originally appeared in [5]. A discussion of an extension to
handle self occluding objects follows and finally, the above
extension is evaluated using practical examples.

2. Active Appearance Model

An AAM can be created with a training set containingm images withn corresponding feature points labeled in
each image. Following the notation of [5], the set of points
for each training imagej are represented as a2n � 1 vec-
tor containing theu coordinate of each point followed by
thev coordinates:xj = [u1j ; u2j ; : : : ; unj ; v1j ; v2j ; : : : ; vnj ℄T (1)

The mean shape�x is subtracted out from each measurement
vector and the resulting vectors are placed into the columns
of a 2n � m matrix X. The principle components of the
shape are given by the eigenvectors of the covariance ma-
trix XXT and are represented in the columns of an orthog-
onal matrixPs.

Each training imageIj is now put in canonical form by
warping the corresponding shapexj to the mean shape�x
using a warp function:g = W (I;x;T; �x) (2)

The warp function takes the verticesx to those of�x and
extracts the associated pixel information from imageI us-
ing the triangulationT returning a textureg. This process
aligns each training image with the mean shape. The mean
texture�g is then subtracted from the set of warped images,
which are flattened into columns of a matrixG. The princi-
ple components of the texture are obtained from the eigen-
vectors ofGGT and placed in the columns ofPg .

The training set can now be reconstructed using linear
combinations of the most important principle components
(those with largest eigenvalues) of the shape and texture. A
more compact representation can be obtained by removing
any correlations between the shape and texture. This is done
by first projecting the shapex and textureg of each training
sample onto the principle components (Equation 3). This
gives a set of coefficient vectors for shape, and a set of co-
efficient vectors for the textures.bs = PTs (x� �x)bg = PTg (g � �g) (3)

The shape and texture coefficients are concatenated into a
single vector (Equation 4), and another principle compo-
nent analysis is performed on this set of coefficient vec-
tors (Equation 5) giving a subspace transformQ betweenb and the new coefficients. Cootes et al. introduce a diag-
onal weight matrixWs to make the units of shape coeffi-
cients comparable to those of the texture coefficients [5].b = � Wsbsbg �

(4)b = Q (5)

All the possible texture and shape that the AAM can rep-
resent can be expressed with a vector of coefficients. To
generate the associated texture and shape vectors, the co-
efficients are used with Equation 5 to generate the con-
catenated shape and texture coefficientsb. The coefficientsbs andbg are extracted fromb (using the inverse of 4) are
then used to modulate the principle componentsPs (Equa-
tion 6) andPg (Equation 7) respectively.x = �x+Psbs (6)g = �g+Pgbg (7)

The result of this process is a shape vector and a texture
image in canonical form, which combined with the inverse
warp operation generates an image with labeled feature
points.



2.1. Fitting an AAM to an image

Tracking an object using an AAM is the same as fitting
the model to the current image. This involves finding the
parameters and the position parameters (rotation, scale, x
and y translation) that produce the smallest sum of squared
differences between the synthetic image and the captured
image. We briefly review the search described by Cootes et
al., and point the reader to [5, 6] for a more detailed descrip-
tion.

The search is an iterative process that uses the texture
difference from the current model and the viewed image to
guide the search. In order to do this, we must first learn
what change in model parameters caused the observed tex-
ture difference. This learning is accomplished in advance by
displacing the known coefficients of the training sequence,
computing the difference of the synthetic image and the
original, then solving for the relationship between these
known perturbations and the corresponding texture differ-
ences. The relationship is assumed to be linear [5], so given
a texture differenceÆg and known coefficient displacementÆ, we want to computeA that satisfies:Æ = AÆg (8)

The set of equations for all correspondences is created andA can be solved for using multivariate linear regression [5].
Now the current search parameters can be updated accord-
ing to  =  + Æ =  +AÆg. A set of different scales of
the resultingÆ are tested for reducing the error, and the
first one to reduce the error from the last iteration is ac-
cepted and is updated. This process can be iterated until a
desired threshold is reached, or the number of iterations ex-
ceeds the maximum allowed number of iterations (or in the
case of tracking, until the next frame arrives).

2.2. Tracking with an AAM

For the application of tracking, we will assume that a
user roughly positions the AAM on the object to be tracked.
The process of tracking the object is simply continuing the
above search process in each consecutive frame. The move-
ment of an object between frames is typically small, allow-
ing for the previous model parameters to serve as a good ap-
proximation of the current pose, in turn allowing the search
to be computed in near real-time.

In the case of visual tracking, a sequence of imagesI1; I2; :::; It; ::: are arriving at the application. Denoting the
model parameters at timet by t, the combined shape and
texture coefficientsbt can be obtained from equations 4 and
5, which can in turn be used to findxt andgt from equa-
tions 6 and 7 respectively. At timet+1 the shape parameters
from the previous framet are used to generate a texture im-
agegt+1 = W (It+1;x;T; �x) in the canonical frame. This

texture image is then subtracted from the current model tex-
turegt to create the image differenceÆgt+1 = gt+1 � gt.
This Ægt+1 can be used with equation 8 to generate the ap-
propriate update for the parameterst+1 = t + AÆgt+1
The parameterst+1 can be continually updated until con-
vergence, or until the next frame arrives.

3. Self Occluding Objects

The above described Active Appearance Models are in-
herently two dimensional, but to account for occlusion, the
position of the feature points must contain some knowledge
of the 3D world. If the 3D locations of the points in the train-
ing were directly available, then extending the AAM to 3D
would be trivial. First the model would need to be adapted
to handle the depth coordinate. Second, the texture would
have to be unwrapped and mapped to 2D, either manually
or by using some 3D to 2D mapping algorithm, such as least
squares conformal mappings [10] or multidimensional scal-
ing [15]. Now rendering a new view of the object can ac-
count for triangles that are occluded using standard com-
puter graphics techniques, such as depth buffering.

The Active Appearance Model tracking would now be
similar to 3D model based tracking, although it could statis-
tically account for deformations in shape and texture. This
would be the ideal method for extending the AAM to 3D,
but in practice it would be difficult to obtain the required
3D points. The user could provide the 3D coordinates dur-
ing training, alternatively an automatic structure and motion
algorithm could be employed. Having the user manually in-
put the 3D points would make the already laborious train-
ing process more tedious. The latter approach would also
be difficult, since the structure and motion algorithms can-
not account for a deforming object.

To avoid the problems with obtaining an estimate of the
3D structure, we instead propose a 2D solution where the
occlusion problem is handled by introducing avisibility un-
certainty. This visibility uncertainty is used to identify how
reliable a point is in a training image. For instance, a point
that is fully occluded would have a visibility uncertainty of
1, while a point in clear view would have a visibility uncer-
tainty of 0, and a point that is very close to being occluded
would have a visibility uncertainty somewhere between 0
and 1. Now the Active Appearance Model can be used to
encode this uncertainty. Assuming each point is given an
uncertainty labeling in the training process, each point can
be encoded using a 3D vector, where the first two elements
are itsu andv coordinates in the image, and the third ele-
mentw is the visibility uncertainty. The initialization of an
AAM is the same as the above description, although now
the PCA is performed on the vectors in<3. The set of la-
beled image points in an imagej determines a measurement



vector for that frame:xj = [u1j ; : : : ; unj ; v1j ; : : : ; vnj ; w1j ; : : : ; wnj ℄T (9)

The set of all3n� 1 vectorsxj in Equation 9, now replace
the2n� 1 vectorsxj in Equation 1, and the principle com-
ponents are obtained. When rendering a SOAAM, the ver-
tices of the mesh are now subject to have a visibility uncer-
tainty below a predefined threshold (for the current imple-
mentation this is chosen to be 0.5). More specifically, a tri-
angle is visible if and only if the visibility uncertainty for
all three of its vertices pass this visibility test.

In practice, some issues arise from using this approach:
the mean shape is no longer appropriate to warp to; what
should be placed in the texture corresponding to occluded
triangles; and how do the occluded triangles effect the
search. To solve the first problem, the user is currently asked
to provide the appropriate shape for the piece-wise affine
warp. Alternatively, the user could be allowed to modify
the mean shape until there were no overlapping triangles.
The choice of solutions for the second and third problems
are intimately related, so must be made with care. One so-
lution to these problems could be to fill occluded triangles
with black and ignore the contribution of these triangles to
the overall error in the search space. Clearly a model such
as this would favor occluded triangles, since their contribu-
tion to the total error in the search process is 0. A more ap-
propriate choice would be to substitute the mean texture in
the location of the occluded triangles, ignore the contribu-
tion of the occluded triangles to the total error and normal-
ize the error based on the number of visible pixels in the tex-
ture. The following definition ofg is substituted for Equa-
tion 2 in the model initialization:g = W (I;x; vis(T); �x)[W (�g; �x; o(T); �x) (10)

Where vis(T)(resp. occ(T)) represents the set of visible
(resp. occluded) triangles in the triangulationT. This solu-
tion allows for occluded triangles to become visible. When a
new sample is generated in the search, with a triangle transi-
tioning from occluded to visible, the error will be less (and
therefore accepted as the update) than the current error if
the average pixel error is less than the average error of the
current model. If the triangle becoming visible is the only
change, then this will happen when the average pixel error
within that triangle is less than the current average pixel er-
ror.

It is necessary that the occluded points in a frame be as-
sociated withu andv coordinates of where they would be
if they were not occluded. This is essential for tracking the
self occluding AAM (SOAMM). Consider the following ex-
ample: A point is visible in thei-th frame of the training,
but it gets occluded in the next frame of the training. If the
point has coordinates(200; 200; 0:4) in the i-th frame, and
then the occluded frame it is assigned(0; 0; 0:6). Now in a

Figure 1. If the camera were to translate in
the positive y direction, the points A and B
could easily become visible, and the point C
could easily become occluded by its neigh-
bor. Alternatively, if the camera translated in
the negative y direction, point D could be-
come occluded. In this frame, the visibility
uncertainty of these points should model the
chance of them changing from visible to oc-
cluded or vice-versa

tracking sequence the point becomes occluded and its cur-
rent value is(0; 0; 0:6), but in the next iteration of the search
it becomes(0; 0; 0:45), so it falls below the threshold and is
now visible. If the rest of the object is not near the(0; 0) in
the current frame, then a very large triangle will now be vis-
ible, and most likely incorrect. In summary, the coherency
of the object is lost if random coordinates are used as the(u; v) values for a point with a high visibility uncertainty.

This visibility uncertainty must be manually incorpo-
rated into the training. The benefit to this approach over the
manual 3D point definition is that the user need only pro-
vide an estimate of the(u; v) coordinates, and to simplify
training, an uncertainty value of 1 for an occluded point or 0
for a visible point. While this approach simplifies the train-
ing process, it fuels another problem. In practice, the transi-
tion of points from occluded to visible, and vice-versa was
rare. The simple on or off state of the visibility uncertainty
was a poor model for the true uncertainties. Figure 1 dis-
plays cases where points (A and B) could come out of oc-
clusion, or others (points C and D) could very easily be-
come occluded, thus the uncertainties should be very close
to 0.5 in either case.

Two methods help to overcome this problem. The
SOAAM is developed for tracking, so we first make the as-
sumption that in the training process there exists two
consecutive frames where a point goes from visible to oc-
cluded. Using this assumption a smoothing filter is applied



to the uncertainty values, allowing for a smoother transi-
tion from occluded to visible (Figure 2). Secondly, dur-
ing the training process, the coefficientsi andj of the
AAM between two consecutive framesi and j are in-
terpolated for several values of�, so as to give the
SOAMM knowledge of a point slowly coming out of occlu-
sion. For example, a texturegk is created with coefficientsk = �i + (1 � �)j and a texturegi is created us-
ing i which are subtracted to generate an image differenceÆgk = gk�gi. The difference in coefficientsÆk = k�i
is used in the training (Equation 8), so that the linear re-
lationshipA encodesÆk = AÆgk. Now in a tracking se-
quence when a similar state arises, the SOAMM has some
bias to become unoccluded.

(a) (b)

(c) (d)

Figure 2. Frame 1 (a) and frame 12 (b) of
the 12 frame training sequence of the cube.
We can see that points 7 and 8 are occluded
in frame 1 and points 1 and 2 are occluded
in frame 12. The plotted values are the esti-
mated values provided by the user for the oc-
cluded points. Bottom row shows the original
visibility uncertainty, where the white values
represent an uncertainty of 1.0. In each image
the row index indicates the point number, and
the column index indicates the frame num-
ber. In both cases the occlusion is consistent
with the images, we can see a large visibility
uncertainty for points 7 and 8 in frames 1-6.
The rows of right image have been smoothed
using a kernel of [1,2,3,2,1]/9.

4. Experiments

The model initialization and search procedures of the
SOAAM and AAM with lighting effects have been imple-
mented in matlab. The user must manually supply the co-
ordinates for the SOAMM. The images are obtained using
XVision to interface a standard webcam with a resolution
of 320x240.

To show the usefulness of these techniques for real-time
tracking, a C++ port of the search process has also been
implemented. The image warping and image differences
are calculated in graphics hardware that need only sup-
port blending, but the matrix arithmetic is done in software.
While graphics hardware is specifically designed for warp-
ing and blending, it is slow to read from the graphics hard-
ware, creating a possible bottleneck in the system. Regard-
less of the possible bottleneck, with the current implemen-
tation it is possible to achieve reliable tracking at 15-25 fps
on a P4 2.4 GHZ machine for a typical model such as the
cube consisting of 17664 pixels, 10 texture eigenvectors and
6 shape eigenvectors.

In our experiments we found that it is possible for the
AAM coefficients to attain values far outside from what
would represent a valid physical object. (i.e. causing ex-
treme shape deformations to the template). When this hap-
pened it was unlikely that the AAM could recover the true
target. In practical application, usually the amount and type
of physical deformation is restricted, hence the variation in
image feature pointsx is limited and therefore the linearly
related coefficients are also limited. A similar argument
can be made for the appearance variation. To improve con-
vergence a constraint on similar to that of Stegmann [11]
was applied to the current coefficients, allowing them only
to move within a limited range. First the minimum and max-
imum values of the coefficients were found, where thek-th
element ofmin (resp.max) is the smallest (resp. largest)
value of(k) of all the training images. The range was lim-
ited to be between[min��std; max+�std℄ wherestd
is the standard deviation of thek-th coefficient in the train-
ing. For the current implementation� = 1:5, which seemed
to work for the test cases. This simple extension proved very
valuable for visual tracking(Figure 3).

To validate the above mentioned extension, several ex-
periments have been performed using the SOAAM. The
experiments have been designed to examine the value of
AAM’s in the context of tracking, so the training data has
consisted of a small number of images and a relatively
sparse mesh. Some of the results will be presented below.

The validity of the SOAAM was tested on a rigid struc-
ture (a Rubik’s cube, Figure 4). The experiments were in-
tended to show that with slightly more training information
it is possible to construct a SOAAM that can track through
occlusions. The training consisted of a twelve frame se-



Figure 3. The left image shows the AAM after
searching with constraints on, and the right
image shows the results of the AAM with no
constraints. The constraints help ensure that
the resulting fit is representative of the train-
ing data.

quence of 3 sides of the cube, in which four of the points
were always visible. The SOAAM was then tested on a sim-
ilar sequence as the training and it was indeed capable of
tracking through occlusions.

Figure 4. The images show the SOAMM be-
side a similar view, for two widely separated
views.

The SOAMM had trouble re-establishing occluded
points as visible points, which was mentioned in Sec-
tion 3. In fact without the additional training, the track-
ing never brought occluded points to visible points again.
The SOAMM also had difficulty making visible points oc-
cluded. The overall effect was a mis-track near a state
transition where points went from occluded to visi-
ble, or visible to occluded, then the model would snap
into a correct tracking(Figure 5). The mis-track was gen-
erally only for a few frames but we suspect the encoding
of the coherency of the points is what allowed a some-
what successful tracking.

Another experiment using the SOAMM consisted of
tracking a 180 degree model of a human face. In this case
the model was trained on 12 images consisting of 11 points
(Figure 6). The face SOAMM retained 4 shape principle
components, and 10 texture components which account

Figure 5. The current SOAMM overlayed on
the current frame. This displays a state where
the current state of the SOAMM is about to
snap into correct pose. The white points cor-
respond to anticipated vertices.

Figure 6. Images 3 and 6 of the face SOAMM
training set. The blue markers indicate the es-
timates of the occluded points.

for more than 99% of the texture variation in the train-
ing set. The texture image consisted of a 8030 pixels. The
SOAMM was tested on several sequences consisting of 150-
200 frames, demonstrating the model was capable of track-
ing through occlusion. The SOAMM demonstrated a behav-
ior similar to tracking with an AAM, in which it occasion-
ally lost track of the object and recovered shortly after.

Experiments to analyze the effect of training images con-
taining bad(u; v) coordinates for occluded points have also
been performed. The training data consisted of synthetic im-
ages of a cube, which allowed for a ground truth labeling of
all the corner points, including the occluded corners. Sev-
eral SOAMM’s were then generated with varying amounts
of noise applied to the occluded points. The results have
demonstrated that the model was capable of tracking when
the occluded points were at most 10% off their true posi-
tions. As expected, points on these models did not become
occluded when they should, and occluded points never be-
came visible. The overall importance of how accurate the
occluded(u; v) estimates are for reliable tracking is un-



Figure 7. The mean texture image of the face
SOAMM.

Figure 8. Two consecutive frames of a track-
ing sequence using the face SOAMM. The im-
ages on the left show the frames with the
SOAMM overlayed and the images on the
right are the cropped original frames. Cur-
rently visible points are marked with blue
points, points in the model that are consid-
ered occluded are not drawn. In this example
we see that the SOAMM is indeed capable of
bringing points out of there occluded state.

known at this point, but they should be chosen to maintain
the coherency of the object.

5. Conclusion

We have proposed and validated the use of a novel
technique to overcome one of the current limitations with
AAM’s in the context of tracking. The proposed SOAMM
allows an AAM to track through self occlusions with only
a small amount of extra training information. Furthermore,
the implementation has shown that it is possible to track us-
ing AAM’s in almost real-time on a current consumer PC.

While the formulation of the SOAMM works well on re-
stricted sequences, it is not guaranteed to work in all in-
stances, for example a full 360 degree rotation of the ob-
ject about the up vector of the camera. A possible extension
to account for this may consist of an adaptation of struc-
ture and motion algorithms to obtain a rough 3D structure.

Recall the three main limitations presented at the begin-
ning of the paper. This work provides a feasible solution
to one of these problems. The remaining two limitations
are the large amount of time required to initialize an AAM
which increases due to the other limitation, the need for ad-
ditional lit images to track through lighting changes. The
initialization is not only manually time consuming but also
computationally. The PCA’s required to obtain the model
could take up to several minutes to compute. However, for a
specific tracking application such as face-tracking where a
generic model could be created, the resulting robustness of
the tracker would far outweigh the initialization time.
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